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Introduction
Enterprises are adopting virtualization in a big way because of the several
benefits that virtualization offers including reduced power consumption,
reduced space requirements, better resource sharing and utilization, faster
provisioning and easier management of virtual machines. Today, enterprises
have a choice of virtualization technologies. A survey conducted by Red Hat
recently indicated that 70% of customers were either already deploying a dual
virtualization vendor strategy or had plans in place to do so. The main factor
driving this multi-vendor strategy is the need for cost reduction and flexibility in
running the business.
Depending on the criticality of the need, enterprises are looking to mix and
match between virtualization technologies, in much the same way that they do
with

physical

servers

and

network

equipment.

Red

Hat

Enterprise

Virtualization (RHEV) that is based on Red Hat’s scalable Linux platform and
Kernel Virtual Machine (KVM) technology is an ideal solution for enterprises
looking to lower their total cost of ownership for virtualization technology.
While virtualization offers many benefits, it also makes performance
management harder than before. In this paper, we discuss the key
performance assurance challenges that enterprises adopting virtualization
face and we describe how the eG Enterprise solution from eG Innovations can
provide enterprises with a single unified, correlated view of a multi-vendor,
heterogeneous virtualized infrastructure.

Performance Assurance a Key for the Success of
Virtualization Initiatives
In the past, the term “performance management” has usually been associated
with the monitoring of system resources like CPU usage, memory
consumption, disk storage usage, and other related key resource indicators of
a server. This is where the IT operations teams are focused. On the other
hand, users are not concerned about how much CPU or memory a server is
consuming. What users care about is the quality of the service they are
accessing. For example, taking the example of an eCommerce site, the key
concerns are whether the e-commerce site is responding quickly, whether a
user can access the catalog of goods, and whether the user can add to their
shopping cart and successfully check out items and in a timely manner. As a
result, user complaints to the helpdesk always pertain to the service – after all,
that’s what they access and can see and it is the service quality that impacts
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user productivity. The users are not aware and do not care about the
underlying infrastructure and whether it is running on physical servers or virtual
machines.
Thus, there is often a disconnect between the end user view and the IT
operations view. If users experience slowness and IT operations teams are
not able to resolve this quickly, this can bring about resistance to change and
therefore lower adoption rates for transformational IT technologies like server
and desktop virtualization. Therefore, the disconnect between the views of the
end users and operations teams is a threat to the success of transformational
IT initiatives and the promise of agility, scalability, and cost savings.

Performance Assurance Challenges in Virtual Infrastructures
Client server infrastructures of the olden days were much easier to troubleshoot. When a user reported a
problem, it would always be one of three things: the client, the server or the network. Today’s IT
infrastructures are far more complex. They are multi-tier – with multiple layers of software and hardware
being used to support a business service. This type of multi-tier architecture is highly scalable, but it can
also add a great deal of complexity when monitoring the performance of business services and locating and
diagnosing issues. When a user reports a problem, it could be caused by an issue anywhere in the
infrastructure – in the network, in the web front-end, in the firewall, or in the database or the application
tiers.
Making the process of diagnosing the problem even more difficult is the way most IT operations teams are
structured. Every infrastructure tier has its own administrations team with independent diagnostic tools. As
a result, there is very little integration of the diagnostic tools and the lack of diagnostic integration and a
unified dashboard can often leave most administrators believing that their domain is not the problem area
because their diagnostic tools show everything under their control to be operating as expected. Finding the
root-cause is the first step to remediating the problem and bringing the service back to normalcy. And often,
this is the most time consuming and expensive step in the incident management process.
Both of the above challenges exist in physical infrastructures. Management of virtual infrastructures is
different from physical infrastructures in the following ways:
•

Firstly, a single virtualized server may host multiple virtual machines (VMs) and a failure or a slowdown
of the virtualized server can bring down all the VMs running on it. Therefore, outages in the virtual world
have a far greater impact than those in the physical world. Therefore, having the right performance
management tool in place is of utmost importance.

•

Secondly, virtualization introduces additional layers of software and hardware in the infrastructure. For
enterprises that are already struggling with fragmented toolsets, virtualization adds another tier and
another toolset.
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•

Thirdly, virtualization introduces new components in the infrastructure – storage, hypervisors, VMs,
resource pools, etc. Administrators must have expertise in these new technologies to effectively
manage them. Lack of expertise is often a challenge for keeping virtual infrastructures working
effectively. Cost overruns can happen when administrators do not have sufficient visibility into the
infrastructure.

•

Finally, virtualization introduces new dependencies in the infrastructure. These new dependencies have
to be considered if the infrastructure has to be effectively managed and problems detected and
diagnosed at the earliest.
To understand the challenges in managing a virtual infrastructure, consider a business service
supported by a multi-tier infrastructure hosted on a virtual environment. In this scenario (see Figure 1),
the user request is forwarded to a middleware application tier, which then uses a database server to
service the request. The arrows between the tiers depict inter-dependencies between the applications.
Suppose that the database tier has become 50% slower than normal. Since the application server
depends on the database, a slowdown of the database will impact the application server. In turn, the
application server problem impacts the web server and ultimately, the user experience.

Figure 1 – In a multi-tier infrastructure, a problem in one of the tiers (the database in this example)
impacts all the other tiers

As you can see from this example, a problem in one tier can impact all tiers leaving an IT service
manager confounded when trying to determine where a problem originated. If all the applications in
Figure 1 were hosted on physical machines, then - using inter-dependency information – an IT service
manager would be able to conclude that the database tier is the root-cause of the problem. However, in
this scenario, the bottom layer of the tiers are virtual machines.

The example in Figure 2 below

highlights that if the performance management solution is not virtualization-aware, it may not be able to
provide the right diagnosis of the problem.
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Figure 2 – Virtualization introduces new interdependencies. An increased workload to the media server
application can slow down the physical server itself, thereby affecting the performance of the Oracle
database application

Suppose that the database server from Figure 1 is hosted on a virtual machine that is running on the
same physical machine as the virtualized Citrix server and the media server (see Figure 2). If suddenly,
there were many requests to stream videos from the media server, this could cause a lot of I/O
operations to the physical server’s disk and in turn could choke the physical server. When the physical
server has a problem, this impacts all the virtual machines running on it. As a result, the performance of
the virtualized database server degrades as well, resulting in poor performance for all database
queries. Therefore, in this example we have an application – the media server – that has no relation to
the business service we are looking at; yet, this application is impacting the performance of the
business service. Management tools designed for physical infrastructures are not capable of
discovering and correlating between the new types of inter-dependencies that virtualization introduces.
In the above scenario, we have not considered live migration of virtual machines. In virtual
environments, VMs can dynamically move from one physical machine to another, depending on the
load on the physical machines. Therefore, the inter-dependencies between VMs is dynamic.
Management tools designed for physical infrastructures have not been designed to handle such
dynamicity. Therefore, virtualized infrastructures require specialized tools that can handle the additional
complexity that virtualization introduces.

Performance Assurance Needs of RHEV Environments
A Red Hat Enterprise Virtualization infrastructure is heterogeneous and multi-tier. Often, other virtualization
platforms may also be in the mix. An ideal management tool for RHEV infrastructures must be able to:
•

Monitor the hypervisor and its resource usage levels

•

Auto-discover virtual machines on the hypervisors and their state

•

Monitor resource usage levels of each of the VMs

•

Understand why a VM is taking resources – is it workload? Is it a malfunctioning application?
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•

Monitor any hypervisor in the infrastructure – VMware vSphere, Citrix XenServer, Microsoft HyperV etc.

•

Track the performance of the storage infrastructure underlying the virtualization platform

•

Track the performance of the virtualization administration and management tool such as the RHEV
manager or VMware vCenter

•

Monitor every layer of every tier of the infrastructure – networks, firewalls, web applications,
databases, storage, middleware application, and the virtualization platform.

•

Alert IT operations teams when abnormalities are detected at any layer, any tier

•

Correlate alerts from different tiers and use inter-dependency information to diagnose problems and
indicate where the root-cause of problems lie, so IT operations staff can focus on these and not be
distracted by the effects.

eG Innovations was one of the very early management software vendors focused on performance
management for virtual infrastructures. Its eG Enterprise Suite has the broadest virtualization platform
coverage in the industry – this solution supports nine different virtualization technologies and is Red Hat
Ready Certified. eG Enterprise also embeds the industry’s first truly virtualization-aware automatic
correlation and problem diagnosis and technology. This unique technology can eliminate the symptoms
and pinpoint the cause of the issue with speed and accuracy.

End-to-End Monitoring, Diagnosis and Reporting for RHEV Infrastructures
To highlight the efficacy of the eG Enterprise solution for monitoring RHEV infrastructures, we will consider
the example of a web commerce service hosted on a Red Hat Enterprise Virtualization (RHEV)
infrastructure.

Figure 3 – The eG Enterprise dashboard showing real-time metrics from the web front-end server. Two of
the transactions being monitored are showing slow response times.

Figure 3 shows the eG Enterprise console monitoring the web service. The metrics shown are reported by
an agent running on the web front-end server. By watching HTTP requests and responses from the server,
the eG agent is reporting the performance of key business transactions. In this scenario, Checkout and
TransferBalances transactions are taking longer than expected – over 4 seconds and over 12 seconds,
respectively. From this screen, an IT service manager knows there is an issue, but what is causing the
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slowdown? Is it the network? Is it the database? Possibly an application? Could it be the virtualization
platform? Maybe it is a storage issue.

Figure 4 – Topology of the business service showing the applications involved and the interdependencies between them. The colors of the different applications reflect their respective state. Based
on the colors, an IT service manager can determine that the SQL database server on the right is the
place to focus on.

Clicking on any of the transactions in Figure 3 provides the next level of analysis. Figure 4 represents the
business service topology that shows what could have caused the transaction slowness. This topology
identifies what applications and servers are involved in supporting the service and what inter-dependencies
exist between them. In this topology, the user is connecting through a network router to a web front-end
server. The web server forwards the user request to a middleware application server which uses Active
Directory for user authentication and privileges, and a backend database for data access. Color codes of
the components represent current performance states (green = performing as expected, shades of red =
different levels of problems).
eG Enterprise provides color cues allowing diagnostic efforts to focus on the right area – eliminating
expensive and time consuming analysis and guess work. In this scenario, the Microsoft SQL server
database is where the focus needs to be.
The next drill down level (see Figure 5) shows the virtual topology. eG Enterprise auto-discovers that the
SQL server is running on a VM which is hosted on a RHEV server. The color code indicates that while the
SQL server is problematic, the RHEV server is actually the bigger issue (note the darker red color indicated
by the tool). The RHEV server needs to be the focus of attention in locating the root-cause of the problem.
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Figure 5 – eG Enterprise auto discovers application to virtual infrastructure dependencies. This virtual
topology shows that the SQL server issue is probably caused by an issue in the RHEV server

In an RHEV server environment hosting many VMs, thousands of performance metrics may be available.
To simplify the analysis of these metrics, the eG Enterprise solution uses a layer model representation to
depict the functioning of the RHEV server and further isolate the performance problem. A similar layer
model is used for all the other applications and servers in the IT infrastructure as well.
In this scenario (see Figure 6), the Operating System layer - which represents the hypervisor - is orange
indicating that it has a major issue. The Network and the VM Processes are green, but virtual machine
layers are also indicating issues as can be inferred from their colors.

Figure 6 – Drill down into the RHEV server’s performance. The left hand panel shows the status of
different layers of the RHEV server. For each layer, the right hand panel reveals the tests run by eG
Enterprise, while the panel below shows the last measurement made.
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The right side of this graphic indicates the different tests that are running to monitor the RHEV platform
performance. The problem appears to be a CPU usage issue. The bottom panel of the graphic shows the
CPU metrics for the physical server - the 90% CPU utilization is indicative of a bottleneck.
Notice also in the layer model that the top-most layer, the Inside View of VMs is indicating a critical issue.
By clicking on this item the tool will drill down to identify the real root cause of the problem (see Figure 7).

Figure 7 – eG Enterprise monitors VMs inside and outside. Here, the inside view of VMs indicates that
one of the VMs – bdc-core-02 has a critical issue.

Figure 7 shows the VMs that are hosted on the RHEV server. The VM bdc-core-02 is identified as having a
critical issue.

Clicking on the VM bdc-core-02 in Figure 7 reveals what is happening inside the VM’s guest operating
system (i.e., resource usage levels, the applications running, etc.). Figure 8 shows the inside view of the
VM. eG Enterprise has a unique capability to not only collect information from the hypervisor about the
resources used by a VM (referred to as the outside view of a VM), but with the same monitor, it also
connects to each VM operating system and obtains details of what is happening in the VM operating
system. We refer to this as the inside view of the VM. Figure 8 shows that the virtual CPU utilization of the
VM bdc-core-02 is close to 100% - that indicates that some application(s) running in the VM operating
system is (are) is taking up all of the CPU resources available to it. The magnifying glass icon next to the
measurement allows users to drill down further.
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Figure 8 – Inside view of the VM bdc-core-02

Figure 9 – Top processes running in the VM bdc-core-02. A samba backup job running in the VM is
responsible for the CPU spike.

The diagnosis shows the processes running inside the VM operating system, and their relative CPU usage
levels (see Figure 9). The top CPU consumer is a samba backup job running inside the VM. eG Enterprise
can drill to this level of detail without installing any agent software on the RHEV hypervisor or the individual
VMs.
This example has revealed how eG Enterprise can help an enterprise deploying the RHEV virtualization
platform. In this example, eG Enterprise has allowed an IT service manager of an enterprise to translate a
user visible problem – which is the web commerce service being slow – to something that the IT operators
understand, and can turn into action. In this scenario, here is what happened: The RHEV administrator has
been away for a while and just remembered that he needed to backup the VMs. He has started a job to
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backup all the VMs. This is causing the CPU spike on the RHEV server and slowing down performance for
the SQL database server. In turn, this is impacting the end user experience.
In this problem scenario, eG Enterprise has indicated what is happening in every layer of every tier of the
virtual infrastructure. Rather than monitoring the RHEV infrastructure as a number of silo domains (which
would not have isolated the problem), eG Enterprise has correlated performance across the different tiers
and enabled a drill down into the true root-cause of the problem, saving hours or even days of expensive
analysis and problem solving.
Manual analysis of problems is time consuming and expensive. eG Enterprise can automate the diagnosis
process and clearly tell the IT operator exactly where the root-cause of the problem lies, and where the
effects are. Therefore, IT operators can focus their attention on the cause of the problem rather than being
distracted by the effects.

Figure 10 – An example of how eG Enterprise’s automatic root-cause diagnosis helps. The figure above
shows the uncorrelated alerts. IT operations teams will struggle to determine where the problem lies. In
the bottom figure, alarms are clearly color coded to reflect their priority. IT operations teams can easily
determine where the root-cause of the problem lies and focus their attention on these issues.

Figure 10 shows how the eG Enterprise’s alarm console helps with the diagnosis process. Without
automated root-cause diagnosis, all alarms appear to be of similar priority. An IT operator has to manually
analyze the alerts to determine where the real problem lies. This would require much costly time and effort
as well as significant expertise.
This graphic shows how eG’s root-cause diagnosis helps automatically prioritize alerts - the root-cause of
the problem is highlighted right at the top. Automatic root-cause diagnosis will save significant time and
effort and result in much less downtime. With proper training, an organization’s help desk should be able to
troubleshoot most routine issues on their own – saving an organization significant expense.
The example above has shown how a true service management system for RHEV infrastructures operates.
The goal of the eG Enterprise service manager is to be the single pane of glass from where all the
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stakeholders of the enterprise can get an end-to-end view of their business services and the infrastructure
supporting them. eG Enterprise is not meant to replace all of the monitoring and diagnostic tools that an
organization has in place to individually monitor their networks, databases, applications, etc. Rather, the eG
service manager acts as a general medical practitioner for the virtual infrastructure. When an individual is ill,
they go to their general practitioner and 80% of the time they can be treated quickly and their illness is
resolved. The other 20% of the time, a specialist may be needed to resolve the medical issue. This is the
same function that the eG service manager performs for virtual infrastructures.

Figure 11 – eG Enterprise is a service manager for your IT infrastructure

Key Technologies of eG Enterprise for Virtualization Management
In this section, we will focus on three key technologies that make eG Enterprise an ideal performance
management solution for any RHEV environment.

Inside and Outside Views of VMs using the Same Monitors
From a monitoring standpoint, clearly, it is important in any RHEV deployment to track what VMs are hosted
on each physical server and how much of the physical resources each VM is taking up. This is referred to
as the outside view of a VM. eG Enterprise can get you this information about each and every VM hosted
on a RHEV server. The outside view reveals the portion of physical server resources that a VM is
consuming. However, this outside view does not explain WHY a VM is consuming resources.
To augment the outside view of a VM, eG Enterprise also provides an inside view for every VM. The inside
view is obtained from within the VM operating system and reveals which applications running inside the VM
OS are responsible for the resource usage. This information is crucial in identifying malfunctioning
processes, unauthorized accesses, etc. eG Enterprise allows IT operations teams to get the inside and
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outside views of VMs using the same agentless monitor and without needing to install agents on each of
the VMs.

Figure 12 – eG Enterprise provides deep visibility into RHEV virtual machines using its inside and
outside monitoring technology for virtual infrastructures

Auto-Baselining the Virtual Infrastructure
In any virtual infrastructure, the management solution can collect tens of thousands of metrics. Manually
analyzing these metrics and determining what is working and what is not can be very time consuming and
often does not lead to efficient resolution of performance issues.
eG Enterprise makes it possible to auto-baseline norms for metrics. Figure 13 below shows how eG
Enterprise’s auto-baselining technology works. The brown line represents the number of users connecting
to a system. While the yellow line represents the auto-computed baseline. To compute the baseline, the
eG manager has analyzed the past history of the metric and used statistical quality control techniques to
determine the norms of the metric. When a metric deviates from the norm, IT operators are proactively
alerted.
A key benefit of auto-baselining is that IT operators do not have to spend hours configuring and setting
thresholds in the management system. They can just let the management system auto-learn the norms for
each metric. So this makes the management system very easy to set up and operate.
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Figure 13 - Auto-baselining using eG Enterprise for virtual infrastructures

Automatic Root-Cause Diagnosis of Problems
Once monitoring and alerting is enabled for each infrastructure tier, the IT operations team may start
receiving numerous alerts. The challenge then is to identify the overall root-cause of each issue and
differentiate the root-cause from the effects, so that the operations staff can focus on the root-cause of
problems and not be distracted by the effects. This is where eG Enterprise’s patented automatic root-cause
diagnosis technology becomes a critical time-saving and cost-saving tool.

Figure 14 – eG Enterprise’s automated root-cause diagnosis technology correlates across tiers of the
infrastructure using inter-dependency information that is auto-discovered. Once a problematic tier is
identified, performance across its layers is correlated to pinpoint the root-cause of the problem,

Considering the service topology with inter-dependencies between application tiers, eG Enterprise points to
the exact tier where the problem originated. This is automated end-to-end correlation. Once a problem tier
is identified, metrics are correlated across the layers of the infrastructure to determine which layer is
responsible for the problem. This is automated top to bottom correlation of metrics.
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The root-cause diagnosis example provided earlier illustrated how eG Enterprise’s root-cause diagnosis
technology worked. Just by looking at the color cues on the screen, IT operators are able to quickly
determine which tier of the infrastructure and which layer to focus on. Since eG Enterprise provides
automatic root-cause diagnosis, domain experts do not need to spend endless hours firefighting routine
issues.

Conclusions
Red Hat Enterprise Virtualization is being used in business critical environments. Applications of all types
are being deployed on RHEV VMs. Performance of these applications is key to the effective functioning of
the infrastructure and the business processes it supports. A virtualization-aware performance management
solution like eG Enterprise helps IT operations teams deliver great user experience to their business users
and enhance the uptime of the key business services. They can do this without compromising on ROI.
Above all, an end-to-end service management solution can eliminate blind spots, ensure that the
infrastructure is working efficiently and effectively and thereby facilitate the widespread adoption of new
transformational IT technologies like virtual servers, virtual desktops and cloud computing.

EG ENTERPRISE OVERVIEW
eG Enterprise helps organizations to radically simplify and accelerate performance management to boost
user experience and ROI - across mission-critical virtual, cloud and physical IT environments. Only eG
Enterprise award-winning automated root-cause diagnosis technology can connect the dots and
automatically pinpoint performance issues with accuracy by auto-correlating the user’s service experience
with the underlying infrastructure and application components. Take a closer look at eG’s unique
capabilities and see how they help you deliver exceptional performance, user satisfaction and ROI.

COMPLETE 360-DEGREE PERFORMANCE VISIBILITY
Today’s dynamic, virtualized IT environments are increasingly complex. Traditional management tools
suffer from limited visibility into service dependencies between users, applications, and IT infrastructure,
preventing rapid performance diagnosis and resolution of bottlenecks.
Only eG Enterprise provides complete, 360-degree performance visibility and auto-correlation of all
dependencies that impact user experience – across network, storage, virtualization application and
database tiers. By connecting the dots, eG turns overwhelming amounts of disparate data into actionable,
accurate performance insight.

AUTOMATIC ROOT-CAUSE DIAGNOSIS
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When users call and complain about slow applications, it is often difficult and very time consuming to
pinpoint the root cause of the problem with accuracy. Is it Citrix, VMware, VDI, is it the Java application,
database server, or storage, is it the network or is there a problem in the cloud? Is it user behavior or
application problems?
eG Enterprise is the only solution that automates and dramatically accelerates the discovery, diagnosis and
resolution of performance issues – across virtual, physical and cloud environments. This way you can
resolve performance issues with accuracy in minutes rather than days. And your highly skilled staff can be
more productive rather than fighting fires all day.
PRE-EMPTIVE PROBLEM DETECTION AND ALERTING
When frustrated users call, it is often too late and a problem somewhere in the infrastructure is already
negatively impacting the business. eG Enterprise helps you to pre-emptively monitor, accurately detect, and
quickly resolve performance issues – even before users notice. Automated root-cause diagnosis and
trending alerts administrators about any abnormal usage patterns or performance issues. Prevent
downtime, ensure great performance and enhance user satisfaction.
RAPID ROI THROUGH RIGHTSIZING AND OPTIMIZATION
Many IT transformation initiatives stall or fail due to cost overruns. Performance issues are often addressed
by over-provisioning and throwing hardware at the problem.
eG Enterprise helps you to right-size your IT infrastructure, maximize resource utilization and reduce
hardware & software cost. We ensure that you can invest wisely, achieve maximum ROI, and efficiently
plan future rollouts for any IT environment – whether virtual desktops / VDI, virtual applications or virtual
servers.
AUTO-BASELINING AND THRESHOLDING
Complex environments generate thousands of dynamic performance metrics which makes it virtually
impossible to specify and manage them manually. eG Enterprise provides automated baselining and
thresholding – so you don’t have to manually set thousands of metrics and can focus on more important
tasks. Baselines are set automatically and deviations trigger an alert so that administrators are informed
preemptively before problems escalate and impact user experience.
UNPARALLELED VIRTUALIZATION SUPPORT
Virtualized IT environments are highly dynamic and heterogeneous, making manual performance diagnosis
with legacy tools impossible. eG’s unique, patented In-N-Out technology delivers both depth and breadth of
insight into virtual application performance, a critical capability for rapid and accurate diagnosis of
performance problems. It is the only solution that uses a universal monitor and provides both an outside
view of a VM indicating the hypervisor’s physical resources used by a VM, and an inside view of the VM
indicating which application(s) and user(s) of the VM are causing the resource usage. This is critical for
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virtual desktop infrastructures where it is essential to monitor each and every desktop without installing
agents on the desktop.
COMPREHENSIVE REPORTING AND TRENDING
IT administrators and architects need to understand how the IT environment is behaving, and where
inefficiencies and bottlenecks are located.
eG Enterprise offers comprehensive pre-built and custom reports of users, applications, and infrastructure
components to enable realtime as well as post mortem analysis, trend analysis and forecasting, capacity
planning and triage across disparate infrastructure.
EASY INTEGRATION & EXTENSIBILITY
The eG Integration Console enables administrators to extend eG Enterprise’s monitoring capabilities for
new and customized network and application elements. Through a web-based interface, administrators can
easily add new applications and network devices, build customized models for monitoring and diagnosing,
add new monitoring capabilities for these components, etc.
Complete flexibility is provided so users can implement new monitoring capabilities in a quick and easy
manner, using different interfaces for the monitoring, e.g., log file analysis and monitoring, custom
application APIs, SNMP, etc.
AUTOMATIC TOPOLOGY AND DEPENDENCY DISCOVERY AND MAPPING
Manually mapping application dependencies is nearly impossible in highly dynamic and virtualized IT
environments. eG Enterprise goes well beyond discovering the networks, servers, applications, and virtual
platforms in your infrastructure as disparate elements. It also auto-discovers inter-application
dependencies, application to VM mappings, and VM to physical machine dependencies in real-time.
The auto-discovered dependencies are used by eG Enterprise’s automatic root-cause diagnosis and
correlation technology.
CONFIGURATION CHANGE TRACKING AND CORRELATION
Administrators spend too many hours on manually troubleshooting previous configuration changes and their
performance impact. eG Enterprise lets you track all configuration changes and correlate performance
issues so you can pinpoint and revert changes that cause problems.
This is accomplished using the same universal monitor so you don’t have to install additional software.
UNIVERSAL MONITOR
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You probably already have many legacy monitoring tools and agents deployed in your environment – and
you are not looking to add any more complexity. eG’s universal monitor model allows unparalleled flexibility
and simplicity in the deployment of the performance management system.
Licensing is based on server OS or users - not on CPUs/cores, the OS or even the specific application
components being monitored. Administrators also have flexibility to choose between agent and agentless
options – so you can select the right monitoring approach to fit your unique requirements and monitored
systems.
100% WEB-BASED ARCHITECTURE
Most traditional monitoring and performance management require extensive policy and firewall reconfigurations to collect and communicate metrics. Because eG Enterprise uses standard web-based
HTTP/HTTPS protocols for all agent / manager communication, the server can be managed within a private
network or in the public cloud. And no additional firewall rules need to be configured since standard web
protocols are used for communication. This is particularly useful for remote management of IT
infrastructures and MSP’s.

About eG Innovations
eG Innovations provides intelligent performance management solutions that dramatically accelerate the
discovery, diagnosis, and resolution of service performance issues in virtual, cloud, and physical service
infrastructures. Only eG Innovations offers 360-degree service visibility with automated, virtualizationaware performance correlation across every layer and every tier - from desktops to applications and from
network to storage. This unique approach delivers deep, actionable insights into the true causes of crossdomain service performance issues and enables administrators to pre-emptively detect, diagnose and fix
root-cause issues - before end users notice.
eG Innovations' award-winning performance management and monitoring solutions are trusted by the
world's most demanding companies to enable delightful user experiences, keep mission-critical business
services at peak performance and deliver on the ROI promise of transformational IT investments.
Customers include: JP Morgan Chase, Citigroup, Depository Trust and Clearing Corporation, Cathay
Bank,

AllScripts,

Honeywell,

Samsung,

Xerox,

Marathon

Oil

and

many

more.

Visit

http://www.eginnovations.com for more information.
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